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1. Introduction 
 

The purpose of this document is to define an authentication architecture that can 

support an identity strategy on a global scale. The architecture describes how each 

of the actors in an identity strategy can use a set of components in conjunction 

with privacy protecting technology to satisfy security and privacy goals and to 

improve access to a broader range of services. 

 

In chapter two you will first learn about the principles behind the authentication 

architecture.  These are principles or rules one needs to reflect on when building 

an authentication architecture. One should have good reason to drop any of these 

principles when building authentication architectures. Once architectures get 

bigger scale and certainly when they go beyond one single domain, the principles 

come to the forefront. 

 

In chapter three you will learn about the claims-based architecture. This is a 

design pattern to externalize authentication and have loose coupling between 

authentication and applications.  

 

Chapter four shows the architecture in action. We specify the different components 

that need to be considered when building large scale authentication architectures 

and you will learn how these components interact with each other.  

 

In chapter five we address the problems that are solved by using this architecture. 

This will make you understand that the architecture has huge advantages for 

improving security, privacy and availability.  

 

In the last chapter we will look at how this new architecture fits with the 

investments done by governments and organizations into PKI and e.g. SAML.  

1.1 Reflections on Identity Federation 
 

Digital identity systems in reality are always more complex than the conceptual 

architecture drawings that you start with.  Once you overlay the fact that data that 

is spread inside and outside the organization, the different business units involved, 

the legal and regulatory boundaries that exist, security, privacy and many other 

aspects of real life; the end drawing is never as pretty.  At a conceptual level we 

have managed to abstract the complexity of an identity system down to an 

identity provider and relying party, the reality of the challenges that architects 

face is far from that. 

 

Although there is great beauty in the simplicity of federation between parties, we 

need to start to tackle and provide solutions for the complexity that exists in wider 

digital identity ecosystems.  The classic use-case for identity federation is that an 

unauthenticated user is at a relying party and needs to authenticate.  However in 

reality this use-case only covers a subset of the digital identity scenarios that we 

face.  This use-case is driven by the need of the user to authenticate; but in many 

cases the relying party needs not authentication token, but verified claims about 

the user.  
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To hire a car I have to provide a driving license; which is a classic example of 

something I can use to authenticate myself.  However the car hire company is not 

really interested in it as an authentication token, but rather as a set of verified 

claims that show I can drive a car, and confirmation of my name and address.   

 

Translate this to the classic federation use-case and we have a user that is already 

authenticated at the relying party and performing a business process; a user 

logged into a car rental site that needs to prove they have a valid driving license.   

We need to stop looking at the identity provider as the sole provider of identity 

information.  In many cases the identity provider lives in a separate business or 

legal domain to that of the claims needed.  There is therefore a choice.  If we only 

want to stay with the simple federation architecture, with one identity provider, we 

are going to have to replicate all of the data required into the identity provider so 

it can produce a single token with all the required claims.  However a better choice 

would be to leave this data with the source of the data, and have them host an 

attribute provider service.  During the authentication transaction, the attribute 

provider can enrich the set of claims issued by the identity provider. 

 

Of course with all of this we need to bear in mind that the relying party, identity 

provider and attribute provider, probably all sit in different domains – technical, 

business or legal domains.  Additionally the user may well be given a choice of 

multiple trusted identity providers and attribute providers.  We are painfully aware 

that we need to ensure that the system remains secure, so often we have a need 

to bring in physical devices like smart cards to help secure the users identity. We 

also need to ensure that a trust framework exists; on-top of which will probably sit 

a legal framework.   

 

This paper aims to drill down into these issues and provide an architecture that 

gives a layered or tiered approach to these issues, and how technologies such as 

attribute-based credentials and user agents can not only help with the privacy 

issues but help address other issues that we face. 

1.2 Technology Options for Security and Privacy 
 

We need to move to a world where we are building systems that deliver the 

functionality required by users and consumers, however at the same time 

protecting their privacy.  Using most common patterns and technologies available 

today this becomes very difficult, and in many cases impossible. 

 

For example many governments are issuing or are planning to issue electronic 

identifiers to their citizens to improve their online services by enabling strong yet 

seamless user authentication and cross-organizational data sharing. 

 

One approach is to deploy a citizen PKI, provisioning each user with an X.509 

certificate (typically stored on a smartcard). However, if a citizen’s certificate 

contains attributes (full name, date of birth, gender, ID number), then all the 

claims are sent to all relying parties every time the certificate is presented. 

Moreover, the certificate’s public key and issuer’s signature act as a “digital 
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fingerprint,” inescapably leaving a digital trail wherever the citizen presents the 

certificate. 

 

To alleviate this privacy risk, and to provide greater flexibility, governments may 

wish to deploy a system based on federation protocols, where the identity provider 

issues security tokens containing only the claims requested by a relying party. 

However, security and privacy risks still exist, and in some manners become more 

severe: the identity provider can now learn citizens’ online activities in real time 

and surreptitiously access their accounts at relying parties. Moreover, the 

federation approach requires a highly reliable identity provider, since it must 

participate in every access request. 

2. Identity Architecture principles 
 

The identity architecture principles are the core of this paper. These are a set of 

principles we need to reflect on when building large scale infrastructures. Do we 

need to implement every principle? No but at least one needs to reflect on the  

principles and  have good reasons why not to implement the principle. 

Architectures used within one domain (e.g. public sector) can usually get away 

with omitting some of the principles but identity infrastructures are rarely static. A 

government PKI system might originally be used for citizens to connect to e-

Government services but grows in many cases into private sector or into cross-

border scenarios. This changes the scene and some of the omitted principles 

become suddenly very important. It is better to build them in upfront than to add 

it afterwards. The latter is usually much more difficult task. 

2.1 Composable Architecture 
 

The architecture to deliver these more advanced identity scenarios takes and 

builds on traditional federated identity architectures.  One of the advantages that 

this gives is a tiered approach to handling the more complex scenarios and privacy 

requirements of the different business entities that may be involved. Every tier 

delivers its own specialized functionality. E.g. the identity providers delivers 

security tokens after authenticating the user; the user agent takes care of 

orchestration and the delivery of the tokens to the relying party in a secure and 

privacy preserving way. 

 

With a User Agent (see Architecture) acting as a broker on behalf of the user, the 

relying party no longer has to manage those identity and claims services, but 

instead present policy to the agent and then consume claims and identity tokens 

from trusted sources.  Adding additional claim providers becomes a matter of 

configuration rather than code changes. 

 

This leads to greater flexibility in the application, and the ability to consume 

identity information from multiple sources in an interoperable way.   
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2.2 Open for Technology and Standards evolution 
 

Once we have the separation of the providers of claims, an intermediary User 

Agent and the consumer of claims we need to ensure that the components can 

communicate using open standards.  The architecture itself should not be bound to 

a single protocol, as over time protocols are changed and additionally people 

should have a choice of protocols. 

2.3 Attributes remain with the source of the data 
 

To help reduce security and privacy risks personal data should reside with the data 

owner rather than be moved to a different owner.  In the proposed architecture, 

by including attribute providers, the data is kept separate from the identity 

provider.   

 

In the classic federation pattern where the claims are obtained from the identity 

provider, it implies that the data is located at or accessible by the identity provider 

which increases security and privacy risks. 

 

Looking at more complex scenarios, we need to be able to handle multiple 

attribute providers.  This complexity should not be handled by the relying party; 

policy should express which identity and attribute providers are acceptable, and 

this executed by the User Agent so the user remains in control of the data and 

interactions. 

2.4 User Consent 
 

One key requirement of a user centric identity system is User Consent. This means 

that we need to ensure that the user understands what is happening (informed 

consent), and can see the data that is being communicated. 

 

This user-centric federated approach contrasts to the “backend attribute 

exchange” model, which typically involves transmission of user information without 

involvement or consent by the user, and the use of common identifiers across 

domains (e.g., a trackable unique citizen identifier across government agencies).  

Service-to-service exchange of user identity information remains important for 

many scenarios. 

 

In user-centric scenarios, informed consent should not be overly at the expense of 

usability. While some users are willing to abandon privacy for usability, other users 

will simply reject an application that cannot combine privacy enhancing 

technologies with user friendliness. Therefore, an adequate form of informed 

consent in terms of implementing an authentication architecture needs to go ok-

clicking additional not-to-be-read information windows. 

 

A practical approach to this issue could be a user agent automatically giving 

consent for the user. The automatism could be based on user-specified privacy 

policies and content-type-aware (“privacy levels”) applications. Autonomously 
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policy-based acting user-agents could be deployed not only in user-centric 

scenarios, but service-to-service scenarios as well. Given a privacy protection 

policy and a service (agent) auditing an information exchange process for policy 

compliance, cloud computing allows deploying the same service in the role of a 

user agent in a user-centric scenario or in the role of service-to-service 

compliance-monitor, e.g. assisting a corporate data protection officer. 

2.5 Privacy 
  

We define four key capabilities needed in authentication architectures to protect 

the privacy of the user. 

 

(un)Traceability: The degree to which a provider of digital identity information (a 

“claims provider”) can know where this information is used (at a “relying party”). 

An example question relating to traceability would be, “to what extent does the 

Dept. of Licensing (DoL) know where I’m using my state-issued identity?” In the 

physical world, this may be the degree to which the DoL knows I’m using my 

driver license to enter a particular bar and the time I do so. Analogously, in the 

digital world, this may be the degree to which the DoL knows I’m using digital 

identity information from the DoL to purchase alcohol at an online wine store. 

 

(un)Linkability from relying party to claims provider: The degree to which a 

relying party can share transaction information with a claims provider to 

deterministically “link” transactions to a particular user. 

 

(un)Linkability between relying parties: The degree to which relying parties that 

share transaction information can deterministically “link” transactions at their 

respective sites to a particular user. 

 

(non)Disclosure: the degree to which specific pieces of digital identity 

information is disclosed for a given transaction. For example no disclosure 

whatsoever of age-related information, versus sharing a claim of “over 21,” versus 

sharing a full birth date. 

2.6 Correctness and accountability 
 

Balanced against the need for privacy is the need for correctness and 

accountability.  When designing a privacy aware architecture it should also openly 

state the requirements for correctness of identity information and accountability in 

case of its incorrectness.   

 

For example a medical scenario depends on the correctness of information, e.g. a 

medical report or electronic health record. However, the validity and value of this 

data can only be assessed when knowing the author or origin. In this case 

“knowing” someone can refer to different identity attributes: e.g. the information 

that the author of a medical report is in fact a skilled physician. For this reason an 

anamnesis is trustworthy, or name and address of this author, if in the end he or 

she is to be held accountable for giving an anamnesis of poor quality leading 
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serious consequences. And also in general, there are a large number of scenarios 

where the validity and value of mission-critical-information is limited by the 

accountability of an authentication system providing identity information for a 

source of information. 

 

Many scenarios require accountability as a key requirement. Banking transactions 

need to be able to make persons responsible for the transactions they do.  

Accountability and privacy need to be united in one architecture. The two terms 

are not in conflict. It is perfectly possible to authenticate and identity a certain 

user at the identity provider but let this user be completely anonymous in the 

transaction he is doing. Minimal disclosure does not mean the user is not 

identified. It refers to the fact that only these claims are provided that is needed 

for the transaction to succeed. There are also techniques in which the user is 

anonymous during the transaction but this anonymity can be moved away in case 

needed at a later moment in time and when the right procedures are in place to 

remove the anonymity. 

3. Claims based application architecture 
 

The claims-based architecture is a design pattern used by system architects to 

implement claims-based identity. The main purpose of claims-based identity is to 

externalize authentication. Applications will receive claims at the end of the 

authentication process. How these claims got into the application is not decided at 

development time but later during deployment and based on policies. 

 

Traditionally we have built systems where authentication was one of the 

components of the design. The developers made a choice for which authentication 

mechanisms to use.  Many applications were first designed for within the 

corporation and as such the developers used the corporate authentication service 

e.g. Active Directory. This service was hardcoded into the application. When 

applications needed broader access, beyond the corporation to e.g. let partners 

access the applications, this usually meant new programming. This could become 

very complex when one had to add e.g. smart cards and PKI.  

 

In the claims-based architecture we can define as many authentication services we 

want. Each of the services deals with e.g. specific authentication mechanisms. We 

can have one service for smart card logon, another service for password 

authentication. This makes the choice of the authentication mechanism a decision 

during deployment and no longer during development. This introduces a lot more 

flexibility. 

 

As we will discuss in the next chapter, we could add additional services which adds 

additional claims for authorization purpose. It will leverage the authentication at 

the authentication service or identity provider and add a claims that e.g. an 

employee can act in the role of plant manager. This additional claim will be used 

by application to provide access to specific resources within the application. We 

can do all this without touching the applications. 
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4. Architecture 
 

After working with many identity-related scenarios, we learned that there are 

common building blocks and flows that always come back. They might exist in 

many different flavors and technologies but the design pattern is clear. In this 

chapter we will define the high-level architecture which can be applied to any 

scenario, including scenarios on the scale of the Internet.  

 

During an implementation phase, architects need to translate the high-level 

architecture into concrete building blocks and define technologies and protocols. It 

is possible that during the translation one comes to the conclusion that some of 

the building blocks described in the large scale architecture do not apply to the 

concrete scenario.  It is not necessary to implement all building blocks.  

 

It is wise to reflect on all building blocks though and to plan for its easy 

introduction in a later stage. Experience teaches us that identity is seldom static. 

We always need to think about supporting new identity ecosystems in the future. 

The architecture allows you to design the solution with that flexibility in mind. 
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4.1 Architecture Overview and Example Protocol Flows 
 

 
 

Figure 1 

 

4.2 Building Blocks 

4.2.1 Identity Providers (IdP)  

 

The IdP is responsible for validating the online identity of the entity (e.g. user of 

the relying party), which is trying to authenticate. Authentication can happen in 

different forms going from passwords to smart card based authentication. In the 

claims-based architecture, the IdP will issue claims after validating the entity. 

These claims contain assertions about the entity which could be shared with the 
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relying party. The decision on which claims to share is based on the policy of the 

relying party and for the user to make, by means of the User Identity Agent. 

Newer projects tend to use the term Identity Service Providers (IdSP) to express 

the fact that IdPs deliver a services providing identity claims. 

4.2.2 Attribute Providers (AtP)  

 

AtPs are very similar in nature to the IdP. The distinction is organizational and not 

technology. Technology wise we call both entities Claims Providers. They both do 

the same, they issue claims. Organizational wise an AtP will manage extra claims 

on the entity, while the IdP issues the core identity claims. They might exist in 

different domain. E.g. the IdP might be in public sector validating government 

issued credentials.  

 

The AtPs can sit in many organizations going from financial institutes which could 

deliver claims about someone’s green or red credit situation; commerce sites can 

deliver coupons in claims which can be used to get reductions on further shopping. 

There are many examples of organizations that keep claims about people which 

can be shared in online transactions. All of these organizations will authenticate 

the claims coming from the IdP and enrich the claim set by adding additional 

information. 

 

AtPs allow us to keep information about people in their origin. There is no need to 

move around physical data on DVDs or copy online databases. Use secure and 

standardized protocols to fetch these claims when they are needed in real-time. 

As a synonym newer project tend to use the term Attribute Service Providers 

(AtSP) to express the fact that AtPs are services delivering attributes or claims on 

someone’s identity. 

4.2.3 Relying Party (RP) 

 

The RP is the actual application which will consume the claims delivered by the 

claims-based architecture. The RP will validate the presented credentials and use 

the presented claims to authorize access to resources. 

4.2.4 User Identity Agent (UIA) 

 

The UIA has several roles in the overall architecture: 

 

1. Gathering and presentation of the required claims to the RP. There are 

many scenarios where claims are distributed on different claims providers 

(IdPs and AtPs). The UIA has the role to present the right credentials to 

each of these endpoints (in a secure and privacy preserving way) and to 

collect the claims via claims providers (IdPs and AtPs).  

 

2. Consent and privacy protection. User centric identity systems must be 

transparent on which claims are shared between the different endpoints. 

This allows the user to intervene and stop unwanted sharing of claims.  

 

In federation there are two ways how claims can be presented to the RP: 
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1. Bearer tokens. This concept is used by most passive federation systems 

and does usually not use the UIA component. The user authenticates to the 

IdP. The IdP assembles and signs the token which is send to the RP without 

intervention of the user. This model has several security and privacy 

problems. E.g. the IdP can impersonate anybody at the RP without the 

intervention of the user, even if this user is using smart cards to protect 

access to the IdP. The IdP also learns all the relationships between the user 

and RPs which allows profiling of the user. 

 

2. Proof keys. The IdP still generates the claims but the presentation happens 

by the user or by an IUA component which acts on behalf of the user. 

Presentation of claims  leverages cryptographic keys of the user. This 

model has much better security and privacy characteristics. If advanced 

security and privacy is needed, the usage of an UIA is a requirement. 

4.3 Trust Frameworks and Policy 
 

Our architecture is driven by policies which are published by the different 

endpoints. This allows flexibility into the system. Policies will express trust 

relationships (e.g. This RP trusts these IdPs) and the required claims needed to 

authorize an entity in the system. Trust frameworks will describe how the different 

endpoints can build their trust relationships. How can an RP trust an IdP?  

 

Our architecture has multi-factor authentication by design. Meaning RPs can 

decide the level of assurance they need in order to authorize the user (e.g. 

government issued smart card). The level of assurance required by the RP, will be 

defined by the trust framework. 

4.4 Component Relationships 
 

In this section we will describe a typical transaction. This will allow the reader to 

understand the relationships between the components. 

 

1. The user wants to access resources on the RP but is not authenticated.  

2. The agent (IUA) intervenes and reads the policy of the RP. This typically 

includes trusted IdPs and a list of the required claims.  

3. The agent can also read the policy of the trusted IdPs. At this stage the 

agent can make a list of those IdPs that can satisfy the policy of the RP. 

The user can than make a choice of preferred IdP. 

4. The user needs to authenticate. There are many ways how this can happen. 

E.g. we can redirect the user to the selected IdP where the user will be 

authenticated and the IdP returns the requested claims. 
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5. At this stage, the agent has all claims to present them to the RP. The agent 

might ask for consent of the user to assure he agrees that these claim 

values are revealed to the RP. 

6. The agent presents the claims to the RP. As discussed earlier this could 

happen by just passing the claims received from the IdP(s), which is the 

bearer token scenario. The agent might use its own cryptographic material 

to present the tokens to the RP. This is the proof key scenario. 

7. The RP validates the claims it received. 

8. And grants access to the resources requested by the user. 

5. Threat Analysis 
 

In this section we look back at traditional authentication architectures and analyze 

the most important threats applicable to these architectures. This helps to 

understand what problems the new architecture proposed in Chapter 4 is solving 

and what are its real advantages. Figure 2 describes a generic authentication 

scenario. There are many variants on how this scenario can be implemented but 

the figure provides a good basis for the threat modeling exercise. 

 

 
Figure 2 

 

In this scenario, we distinguish three entities: 

1. Claims Provider which will validate the credentials of the user and report 

the validity of the credential to the user and application. 

2. Application which will consume the result from the authentication process 

and authorize the user for access. 

3. User which provides credentials to access application. 
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There are several threats applicable to the 5-step passive authentication protocol 

described in the figure. We will focus here on a few important threats relevant to 

security, privacy and availability. 

5.1 Security (identity theft / user impersonation)  
 

Assets: When it comes to identity theft and/or user impersonation the threatened 

assets are the credential of the user and different assets in the application the 

threat agent gets access to.  

 

Threat agent: The threat agent can be anybody who has access to the user 

credentials (while they are entered, verified, communicated, and stored). This 

includes insiders such as anyone working for the Claim Provider who learns the 

credentials from the user and uses them in the federation scenario to allow the 

user to authenticate to different parties. This can be outsiders who obtain insider 

privileges by hacking the service. 

 

Vulnerabilities: As mentioned, the pure fact that the claim provider has learned 

the user’s credentials and that it can authenticate the user with the relying party 

without the active involvement of the user is the biggest vulnerability.  

 

Risk: A Claims Provider under control of an attacker (insider or outsider) has the 

ability to do identity theft and to impersonate every user at applications using the 

Claims Provider. For example, the Claims Provider will keep a store of user’s 

credentials. Insiders can copy or alter this information and as such steal the 

identity of the user. Since the Claims Provider is just another application using 

authentication mechanisms, insider attacks will also mean outsiders who gained 

insider credentials at the Claims Provider. Next to that, in a federation scenario, 

the insiders or outsiders who learn the user’s credentials can impersonate the user 

and get access to the assets at different applications involved in the federation. 

Finally, the attacker might try to attack other applications under the assumption 

that the users will use the same credentials. 

5.2 Privacy (surveillance)  
 

Assets: Privacy, as one of the fundamental human rights, is threatened when it 

comes to surveillance. There are different specific assets in danger, such as the 

user attributes, his habits, relationships with persons and services, etc.  

 

Threat agent: The threat agent can be anyone working for the claims provider 

who can learn the different applications the user uses and detect every single 

usage of the credentials at these applications. This behavior is unnecessary and 

not needed for a successful transaction. In the physical world we might have to 

show a government issued picture ID on different occasions. The issuer of those 

picture IDs is not aware that we show those at this specific location. In the digital 

world, the default case is that the issuer knows when you present your ID. 

 

The relying party might learn unnecessary user attributes used in the 
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authentication process. Take as an example PKI digital certificates. These 

certificates need to be shown at every transaction. These certificates can contain a 

lot of attributes of the user such as name, country, even national number.  All this 

information, even when it is not needed by the application, must be presented in 

PKI for it to function correctly. This is not what we call minimal disclosure. The 

user is also traceable because his public key in the certificate is always present in 

every transaction and as such the public key becomes a global unique identifier 

which can profile the user. 

 

Vulnerabilities There is no control on the attributes or claims required by the 

application to perform the business transaction. The user is unaware of the claims 

being shared to the different applications. The Claim provider is involved in each 

authentication and learns the user-application relationship. 

 

Risk: The user leaves behind a big digital identity footprint on every service he 

accesses. This information can be misused by the application or leaked to 

attackers. The claims provider learns the user/application relationships. This 

information could leak to attackers who can misuse this information and 

compromise privacy of the users because it leaks information about religion, 

political convictions, sexual preference, etc. A claims provider might also have bad 

privacy intensions and want to monitor the users. 

5.3 Availability (the user cannot access the application 
because the Claims Provider is down) 

 

Assets: If the users cannot access the applications, the service as a business is 

threatened, as well as the user’s productivity, and possible liabilities because of 

impacted economic activities.  

 

Threat agent: Anyone who can do a Denial of Service attack on the claims 

provider. 

  

Vulnerabilities: The claims provider becomes a business critical component as it 

is needed for every transaction the user does with the applications. Denial of 

Service attacks towards the claims provider will impact all applications using the 

service. 

 

Risk: The claims provider becomes a critical infrastructure component. Attacking 

this component might have a huge economic impact because the attack spreads 

over different services. 

6. Relationship between existing infrastructures and the 

proposed architecture 
 

Many governments, businesses have already invested heavily in identity 

infrastructures such as SAML and PKI systems. What we propose is not to throw 

away these existing investments. The contrary, we propose an evolution which is 
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more scalable and provides support for the principles we discussed earlier. In our 

real life solutions, it is crucial to leverage the existing authentication means, in 

many cases based on physical devices to increase the level of assurance of the 

identity of the user. This flexibility is a key cornerstone of the defined architecture. 

6.1 Leveraging Public Key Infrastructures (PKI) 
 

PKI fits very well into the proposed architecture. We will use it mainly as an 

authentication mechanism to identify entities such as users. PKI can have very 

high security properties resulting in high-level of assurance of the identity. We see 

this in national ID-schemes where the user needs to provide his identity by means 

of a government issued smart card. 

The privacy properties of PKI though are bad. We discussed this already in the 

previous chapter on privacy threats. 

The proposed architecture takes the best of both worlds, leveraging the great 

security properties of PKI and improves the privacy properties.  The architecture 

allows us to plug in the latest attribute-based credential technologies for protecting 

the privacy of the user. 

6.2 Leveraging existing federation infrastructures such as 

SAML 
 

The good news is that SAML is already a claims-based architecture. Most SAML 

systems are based on the passive protocols and have as such the problems 

discussed in the previous chapter (security, privacy & availability). Many SAML 

infrastructures are missing some of our key principles such as user consent and 

privacy (untraceability and unlinkability). We need to fix this by adding user agent 

capabilities to the SAML infrastructures. In doing so, SAML can be a great basis for 

the future. In the same way as PKI, we can add SAML infrastructures as identity 

providers to our proposed architecture. As such we include a user centric model 

into the SAML infrastructure with advanced privacy. 

6.3 One size fits all 
 

SAML is very good in externalizing authentication and as such does not force a one 

size fits all for authentication. You can have different IdPs each supporting 

different authentication mechanisms. This is the way forward. We can’t expect 

every application in every culture to use the same authentication mechanisms. 

E.g. login on to your social network with your national ID is probably overkill. 

What is the value in doing so and by the way do you want those social networks to 

learn all these attributes which are in your national certificate? 

 

PKI has traditionally taken this one size fits all approach. All application needed to 

validate the certificates and authentication directly. Projects such as STORK teach 

us this is not a scalable approach hence the advantage for PKI to become part of 

the claims-based architecture. 
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7. Conclusions 
 

In this paper we showed six key principles we need to address when building large 

scale authentication infrastructures. The principles are: 

 

1. Composable Architecture 

2. Open on Technology and Standards evolution 

3. Attributes remain with the source of the data 

4. User Consent 

5. Privacy 

6. Correctness and accountability 

 

Everybody involved in large scale authentication infrastructures should reflect on 

these principles. Even if these principles don’t look important because of the 

domain in which you apply the authentication infrastructure, keep in mind that 

authentication infrastructure have the tendency to grow beyond their initial intend. 

This is the main reason why many of these infrastructures are so complex. People 

added new authentication and authorization mechanisms, year after year. You risk 

quickly having a very complex infrastructure with many special cases. It is also 

hard to assess security on such complex infrastructures. Keep in mind that 

complexity is security’s worst enemy. 

 

We propose a clean architecture to address the scalability we need to build large 

scale infrastructures. It combines different identity providers which can provide 

different services with different levels of assurance. One identity provider will 

authenticate the user by means of passwords while others will leverage smart card 

systems or phones. The decision on which identity provider to use is taken during 

the deployment of services. This decision can easily be changed at any time by 

modifying the policies and trust relationships. 

The architecture also provisions attribute providers. These are services which 

provide additional claims about a user. We can imagine to have many of these 

attribute providers being part of our identity ecosystem. Again the provider can be 

added during or after the deployment of the service by changing the policies and 

trust relationships. Authentication infrastructures require this level of scalability. 

Having only one identity provider for our service is simply too limiting for today’s 

business requirements. 

 

The architecture is a user-centric model. This model provides consent, advanced 

security and privacy. This is provided by the identity user agent. There are several 

ways to add more privacy to an infrastructure. Many methods are obfuscations 

which move the privacy problem to some other service. There is only one 

fundamental way to address these privacy problems and this is leveraging 

advanced cryptography. User agents provide us this cryptography in a user-centric 

way. 

 

Our architecture provides security, privacy and availability advantages compared 

to traditional ways such as PKI and SAML. There is no need though to throw all 

these existing infrastructures away. They can perfectly play the role of identity 

provider in the proposed architecture. This allows us to keep the changes for the 

user minimal. The user keeps on authenticating by means he is used with. At the 
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same time we add more advanced security, privacy and availability by leveraging 

the user-centric components of the architecture. 
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8. Glossary 
 

Glossary is based on the definitions used in the STORK project. 

 

Application See Relying Party 

Attribute Provider (AtP) A type of service provider that creates, 

maintains, and manages attributes for 

Principals and may provide User Attribute 

Transfer/ attribute verification to service 

providers (e.g. within a federation). 

Attribute Service Provider (AtSP) See Attribute Provider. 

Attribute Service Provider is a newer term 

which becomes popular in newer identity 

projects. These projects tend to use the term 

Attribute Service Providers (AtSP) to express 

the fact that AtPs deliver a service providing 

identity claims. 

Claim An statement made by one entity about itself 

or another entity that a relying party 

considers to be “in doubt” until it passes 

“Claims Approval”. 

Claims Provider An individual, organization or service that: 

1. registers subjects and associates them 

with primordial claims, with the goal of 

subsequently exchanging their primordial 

claims for a set of substantive claims about 

the subject that can be presented at a 

relying party; or 

2. interprets one set of substantive claims 

and produces a second set (this 

specialization of a claims provider is called a 

claims transformer). A claims set produced 

by a claims provider is not a primordial 

claim. 

Credential Data issued to an individual by a third party 

with a relevant authority or assumed 

competence to do so that is presented to 

provide evidence of a claim. A credential is a 

piece of information asserting to the integrity 

of certain stated facts. 

Digital Certificate Electronic document that establishes your 

credentials when doing business or other 

transactions on the web. They are issued by 

a Certificate Authority and contain a user's 

name, expiration dates, a copy of the 

certificate holder's public key, and the digital 

signature of the certificate-issuing authority 

so that a recipient can verify that the 

certificate is real. A digital certificate links 
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signature-verification data to a person and 

confirms the identity of that person. Some 

digital certificates conform to a standard 

such as X.509. 

Digital Signature Data appended to, or a cryptographic 

transformation of, a data unit that allows the 

recipient of the data unit to prove the source 

and integrity of the data unit and protect 

against forgery e.g. by the recipient. 

Federation/Federated Identity Credential of an entity that links an entity’s 

partial identity from one context to a partial 

identity from another context. 

Identity provider (IdP) A service provider that creates, maintains, 

and manages identity information for 

Principals and may provide User 

Authentication to service providers (e.g 

within a federation). 

Identity Service Provider (IdSP) See Identity Provider. 

Identity Service Provider is a newer term 

which becomes popular in newer identity 

projects. These projects tend to use the term 

Identity Service Providers (IdSP) to express 

the fact that IdPs deliver a service providing 

identity claims. 
Identity User agent (IUA) Software component which acts on behalf of 

the user to represent the user’s identity at a 

service. 

Public Key Infrastructure (PKI) A set of systems for managing paired public 

and private keys which Principals (including 

users and systems) can use to authenticate 

to each other, to sign documents and to send 

private messages to each other. It is a type 

of “trust infrastructure”. 

Relying party (RP) An individual, organization or service that 

depends on claims provider about a subject 

to control access to and personalization of a 

service 

SAML Standard to implement Federated Identities. 

Smart card/Token Any hardware or software that contains 

credentials related to attributes. Tokens may 

take any form, ranging from a digital data 

set to smart cards or mobile phones. Tokens 

can be used for both data/entity 

authentication (authentication tokens) and 

authorisation purposes (authorisation 

tokens). Tokens can be separated into 

“Hardware Tokens” and “Software Tokens”. 

X509 See Digital Certificate 

 


